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1 Software as a Service

Cloud computing represents the next step in the trend of servicing and deploy-
ing computing capabilities in a more efficient and flexible way. It enables the
on-demand delivery of ICT solutions as online services, covering software appli-
cations, system software, and hardware infrastructure [2, 6, 12]. Moreover, these
services can be rapidly provisioned on request of the customers with minimal
effort required from the provider. Three cloud service delivery models can be
distinguished [6, 10]:

• Infrastructure as a Service (IaaS) is the delivery of fundamental com-
puting resources, such as processing, storage and network capacity, as a
service, for example Amazon EC2 [1].

• Platform as a Service (PaaS) provides a higher-level computing platform
and solution stack upon which applications and services can be developed
and hosted by using programming concepts and tools supported by the
provider. Examples include Force.com [8, 11], Google App Engine [4] and
Windows Azure [7].

• Software as a Service (SaaS) is a software deployment model that deliv-
ers software applications as online, on-demand services, for example the
Salesforce CRM application [9].

Software vendors increasingly adopt the above-mentioned SaaS model as
their main software delivery model, and thus become SaaS providers. SaaS
providers have the opportunity to offer their software applications to a larger
market, while customers are able to use these software services in an on-demand
fashion, free from the (complex) management of the underpinning infrastruc-
ture. However, the SaaS model requires software vendors to harvest full benefit
from economies of scale. Resources thus have to be employed more efficiently
and maintenance efforts can be centralized. These benefits, if well-achieved by
the SaaS provider, add value to the offering, reduce the operational costs of
providing the software services, and thus increase the competitive advantage of
the SaaS provider.

∗This paper was first published on http://distrinet.cs.kuleuven.be.
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2 Multi-tenancy and economies of scale

One of the key enablers to leverage economies of scale in SaaS applications
is multi-tenancy [3, 5], i.e. the sharing of resources among multiple customer
organisations, the so-called tenants. While in the previous paradigms a ser-
vice provider manages one dedicated service setup per customer (cf. traditional
application service provisioning (ASP)), multi-tenancy enables cloud providers
to achieve higher resource utilization and scalability as well as to significantly
reduce the operational costs.

More specifically, the available hardware and software resources are em-
ployed more efficiently by dynamically assigning and multiplexing these shared
resources across multiple tenants simultaneously. In this perspective, multi-
tenancy can be seen as an evolution of time-sharing on mainframes in the 1960s
and 1970s. In principle, a multi-tenant architecture also simplifies administra-
tion and provisioning of tenants as well as maintenance. For example, upgrading
the shared resources can be performed for all tenants at once.

SaaS providers thus adopt a multi-tenant architecture to maximize resource
sharing among the customers of their application and to reduce operational
costs. However, different architectural strategies can be applied to achieve multi-
tenancy. As shown in Fig. 1, multi-tenancy can be realized at the infrastructure
level (via virtualization), at the OS and middleware level, and at the application
level. Each approach makes a different trade-off between (i) maximizing scal-
ability and operational cost benefits (including infrastructural resources and
maintenance cost), (ii) minimizing upfront application (re-)engineering costs,
and (iii) maximizing flexibility to meet different and varying tenant-specific re-
quirements. Comparing the different levels of multi-tenancy, application-level
multi-tenancy results into the highest degree of resource sharing and thus max-
imizes the operational efficiency [3, 5]: end users from different tenants are si-
multaneously served by a single application instance on top of shared hardware
and software infrastructure.

Figure 1: Multi-tenancy can be applied at various levels of the software stack.
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As such, we can conclude that application service providers (ASPs, and more
recently SaaS providers) have evolved from strict hardware separation between
tenants (shared nothing) towards an increasing level of sharing between tenants
(shared everything). This process has been a gradual evolution and is mainly
driven by scalability and maintainability reasons.

1. Shared nothing. This first deployment architecture provides separate servers
per tenant and enforces strict separation between tenants throughout the
whole hardware and software stack.

2. Shared infrastructure. A first approach to optimize scalability and resource
usage is by sharing infrastructure and to provide separate virtual machines
(VMs) per tenant.

3. Shared application server. The VM-per-tenant approach does not scale
for larger sets of tenants. The application provider further optimizes by
sharing more layers of the software stack: the application server, and
possibly also the database. However, to realize tenant separation, the
application is still deployed in separate application spaces or application
domains on top of the application server.

4. Shared everything. To further increase maintainability, the application
code is shared between the tenants, and to further improve scalability,
a pool of deployed application instances can be shared between tenants.
Tenant separation is handled completely in the application code.

In the next section we zoom into a specific example of how application-level
multitenancy with a shared-everything architecture can contribute to reducing
costs, and is necessary to realize todays pay-per-use pricing schemes.

3 Illustration of operational cost benefits

In this section we illustrate the operational costs benefits of a multi-tenant
shared-everything architecture in comparison with a virtualized shared-infra-
structure architecture with dedicated application instances.

Take for example an online web-based line-of-business application (e.g. CRM
or HR management), which can be offered as a service by an application service
provider. The application service provider wants to offer this service on a pay-
per-use basis via a SaaS model, and wants to charge the tenants 5 to 10 Euro
per user per month. This is a common price point for a lot of SaaS services
these days.

The service provider wants to optimize its cost model and avoid capital
expenses in favor of operational expenses. The application service provider
therefore wants to host the application on a public IaaS infrastructure, such as
Amazon or Azure.

A minimal dedicated deployment of the application for a tenant, hosted on a
public IaaS infrastructure, would require at least 4 virtual machines to set up a
load-balanced multi-tier architecture with high availability (2 virtual machines
for the web tier in the front-end, and 2 virtual machines for the application
tier and data tier in the back-end). At current prices, the operational costs of
hosting a dedicated deployment of the application would cost at least 200 Euro
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per tenant per month. This does not yet include operational staff and licensing
costs of the software.

However, most tenants of the web-based application provider are SMEs and
typically have 5 to 20 users that will use the online service. Hence, the ser-
vice provider only generates 25 to 200 Euro in revenue from each tenant, and
must optimize the deployment architecture to achieve increased resource sharing
between tenants.

Even if such dedicated deployments would be hosted in a private cloud, in a
self-managed data center with virtualization, managing and maintaining these
dedicated deployments does not scale.

For example, a popular SaaS provider has more than 50 000 tenants , of which
most were SMEs with an average of 20 users. Obviously, that SaaS provider
can not manage hundreds of thousands of virtual machines, and maintain ten
thousands of dedicated deployments at such a low revenue per tenant. Currently,
those 50 000 tenants are hosted on a multi-tenant shared-everything architecture
with a pool of about 40 shared (yet large-scale) application instances, running
on about 1000 virtual machines.

4 Engineering challenges

As indicated and illustrated above, the highest degree of resource sharing is
achieved with application-level multi-tenancy. However, application-level multi-
tenancy comes with a number of disadvantages and limitations when compared
to infrastructure- (shared infrastructure) and middleware-level multi-tenancy
(shared application server).

The high degree of resource sharing complicates isolation between the differ-
ent tenants and also typically results in a one-size-fits-all approach with regards
to features in the software application. Thus, a trade-off is currently required be-
tween (i) operational cost efficiency, and (ii) isolation and flexibility (see Fig. 1).

These disadvantanges and limitations result in a lot of challenges for the
providers and software engineers of SaaS applications. First of all, there are a
lot of software engineering challenges, as each tenant becomes an application-
level concept, for which the application must implement tenant separation, pay-
per-use billing, tenant-specific configurations, etc. There are also system-level
challenges such as performance isolation between tenants and the ability to
handle lots of data in the shared (distributed) data storage system. For the rest
of this section, we discuss these challenges further in detail.

Increased engineering complexity. The engineering of multi-tenant applica-
tion software is more complex than traditional single-tenant applications that
consist of a dedicated deployment of application, middleware and OS for each
tenant. The primary cause for this complexity is the key requirement that iso-
lation between the different tenants should be ensured, for example to prevent
that tenants can access data belonging to other tenants or to ensure compliance
with the different tenant-specific service level agreements (SLAs). Moreover,
current platforms hardly provide any support for developing, monitoring and
managing multi-tenant applications. When needed, this support is currently
implemented for each application separately. Ideally, the multi-tenancy con-
cern is modularized into a reusable middleware layer or service that ensures the
necessary isolation between the different tenants. This way, SaaS providers are

4



able to easily endow their SaaS applications with multi-tenancy, without much
engineering complexity and development overhead.

Different and varying tenant-specific requirements. Each tenant has its
(business-)specific needs. However, because of the typical one-size-fits-all ap-
proach, the multi-tenant application only satisfies the requirements that are
common to all tenants. Support for different and varying requirements of the
different tenants is lacking. In order to meet the unique tenant-specific re-
quirements, the SaaS application must be highly configurable and customiz-
able. The current state of practice in SaaS development is that variance is
supported through setting pre-defined parameters for the data model, user in-
terface and business rules. Customization, however, is much more complex and
involves software variations in the core of the SaaS application in order to ad-
dress tenant-specific requirements that cannot be solved by means of simple
configuration.

In addition, customization of SaaS applications tailored to the tenant-specific
requirements leads to an explosion of variations. This problem worsens with the
success of a SaaS offering: with an increasing amount of tenants the degree of
variability becomes unmanageable by the SaaS provider, and thus threatens the
crucial scalability and cost efficiency.

More complex application-level security. In a shared-everything architec-
ture, application-level security such as application-specific access control be-
comes more complex. SaaS providers need to guarantee strict tenant separation.
However, the providers can no longer leverage system-level separation such as
virtual networks, virtual machines or application containers. Tenant separation
becomes an application-level access control decision, that often is implemented
in the application code.

Moreover, each tenant has its own security policies with regards to application-
level actions, and these policies are based on company-specific business struc-
tures. Pure role-based access control can no longer cope with these business
access control policies, and SaaS providers need to implement more and more
complex access control code for each large tenant adopting the SaaS application.
This further complicates the application code and polutes the shared-everything
architecture with tenant-specific access control needs.

5 Conclusion

In this white paper on application-level multi-tenancy we discussed and illus-
trated the benefits of shared-everything SaaS architectures, with regards to
economy of scale, maintainability and manageability. However, such shared-
everything architectures still face significant disadvantages with regards to ten-
ant separation, performance isolation, and tenant-specific variability. We high-
lighted a set of key challenges for engineering SaaS application, both at the
system level and the software development level.

Based on our experience in collaborative research projects with SaaS providers,
we selected three key focus points that we will discuss in a series of articles.

• Efficient management and development of customer-specific features in
SaaS applications by means of service line engineering.

• Migrating on-premise applications to state-of-the-art PaaS platforms.
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• Efficient management and enforcement of customer-specific security poli-
cies in SaaS applications.

In each article, we will we will zoom into one of these specific challenges and its
possible solutions.
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