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ABSTRACT
In this paper we investigate the applicability of different
methods for dynamic updating to component-oriented em-
bedded systems. The systems for dynamic updating that
exist today vary widely in method, conception and applica-
bility. After reviewing the state-of-the-art, common prob-
lems in the domain of live updating are given and the solu-
tions that currently available systems provide are discussed.
We summarize this discussion in an overview table. Then
we discuss to what extent existing methods for dynamic up-
dating are suitable for component-oriented embedded sys-
tems and examine whether it is desirable to modify avail-
able techniques to update those systems.
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1 Introduction

Since component-oriented development made its entry in
the mid 1990’s, it has become a very popular software de-
velopment methodology. Although modern object-oriented
programming languages as Java stimulate the reuse of soft-
ware through extensive open APIs, the component-oriented
paradigm seems to be the first that truly realizes the idea of
mass-producible software as described by McIllroy in 1969
[1]. An important reason for this is that component-oriented
development integrates the object-oriented mechanisms for
composition and reuse with other features as concurrency,
persistence and distribution. Although no major tool ven-
dors have full-fledged suites to support component-oriented
development at the time of writing, many different research
projects have led to impressive results (e.g. the CCOM tool
and the PACO suite ([2, 3])).

Embedded systems are characterized by scarce resources
and real-time behaviour. Therefore, software for embedded
systems has a history of low level design in which reuse and
maintainability are often sacrificed for speed and efficiency.
Recently however, in the world of embedded software too,
components are a hot topic. Although skepticism against
their resource consumption and ability to meet deadlines of-
ten imposed by real-time systems can not be denied (espe-
cially when using Java-based component systems), the ma-
jority of the enormous advantages of components are also
applicable to embedded systems: components are reusable
and thus significantly reduce time-to-market and develop-
ment costs, fit extremely well in the context of large-scale
distributed systems and are excellently suited for mass de-
ployment.

Furthermore, many problems that arise when using Java
with embedded systems have been resolved or at least alle-
viated in the last couple of years (e.g. improved GC algo-
rithms, virtual machines with low memory footprint, . . . ).
This leads us to expect that in a few years, components will
be used to develop at least portions of a large number of em-
bedded devices. Perhaps the intention of Nokia to release
100 million Java-enabled units by the end of 2003 ([4]) il-
lustrates best that in the near future embedded applications
do not necessarily have to be low-level applications.

In addition to component-oriented development, another
active field of research is dynamic updating of software. It
allows for programs to change without stopping them. This
opens up a wide range of opportunities: fixing bugs, adding
functionality, software distribution and runtime optimiza-
tion, to name a few. Embedded devices often require, and
can always benefit from seamless upgrading of their soft-
ware. A lot of work on the topic of dynamic updates has
been done in the past and has resulted in a variety of differ-
ent systems. However, they all have a different approach,
and emphasize different aspects of the huge pool of often
conflicting requirements.

In this paper, we make an assessment of the work done
in the field of dynamic updates. We discuss the features



and problems of different existing systems, and summa-
rize our findings in table 1. The focus of our discussion
is on the applicability of different systems in component-
oriented development for embedded systems. In our defini-
tion, components are high-level software entities that reside
in some kind of runtime environment1. We consider the unit
of an upgrade to be a component, and it is the runtime envi-
ronment that will somehow be responsible for updating the
components. It is from this point of view that we discuss
the different methods for dynamic updating.

In section 2 we shortly describe some existing systems2

and their scope. Those systems are then used in section
3 to illustrate the different limitations that systems for dy-
namic updating can have. The impact of the different lim-
itations on component-oriented embedded systems are also
discussed. The discussion of sections 2 and 3 results in a
structuring that is shown in table 1. In section 4 we use
this table to investigate dynamic updating for component-
oriented embedded systems. We conclude this paper in sec-
tion 5.

2 Overview of existing systems for
Dynamic Updating

Pioneer work in the field of Dynamic Updates was the Dy-
namic Type Replacement system introduced by Fabry in
1974 ([5]). Using a capability based system, he was able
to perform an online change of the implementation of ab-
stract data types.

In [6] Gupta established a theoretical foundation on dy-
namic updating. He also developed a system for online
software version change that used state transfer from the
old version of the software to the new version. This state
transfer can be accompanied by a procedure that initializes
newly introduced variables.

With PODUS ([7]), Frieder and Segal implemented a sys-
tem allowing incremental updates of procedures in a run-
ning program. It uses mapper functions to transfer state
between versions, and interprocedures to deal with changes
in the interface between versions.

Hicks described a system for updatingPopcorn (a type
safe C-like language). The system uses dynamic patches
and allows for the update of code, data and types at a mo-
ment chosen by the application programmer ([8]). The
patches consist of verifiable native code and contain both
the code of the new version and the transition code to be
used during the update.

In [9], Hauptmann and Wasel describe a system for on-
the-fly updating an embedded system based on provisions

1This is a serious simplification. For a more complete definition of a
component, we refer to [2].

2Note that mention of existing systems or methods is included for il-
lustration purposes only and that inclusion or omission of a system should
not be interpreted as indicating a position or opinion of the authors.

available in the Chorus operating system. Software applica-
tions are made replaceable in a separate step during devel-
opment. An important aspect of their work is that determin-
istic timing behaviour is achieved under certain conditions.

Using the CONUS distributed environment, Kramer and
Magee have done work on Dynamic Change management,
which can be used to implement Dynamic Updates. In [10]
they describe a system in which a programmer can specify
the desired changes in a declarative way. The concept of
quiescent nodes is used for safe removal of a component
from the running system. However, they did not attempt to
transfer state between different versions. Therefore, to truly
implement dynamic updating, their system needs extension.

In the field of dynamically updating object-oriented sys-
tems, Gray and Hjálmtýsson used a library-based approach
with a proxy mechanism to implement aclass levelupdate
in running C++ programs ([11]). Interfaces can not change
between versions and must be known at compile-time.

Most systems that accomplish dynamic Java extend the
Virtual Machine in some way. In [12], Malabarba et al. fo-
cus on being fully consistent with the Java language and its
type safety. In their Dynamic Virtual Machine (DVM) they
extended the default Java classloader in a way that classdef-
initions can be replaced and objects or dependent classes
can be updated. The replacement is initiated by the user by
explicit calls to the classloader in the application program.
With JDRUMS Andersson and Ritzau provide an alternative
implementation that extends the VM with an external in-
terface through which updates can be initiated and infor-
mation on the current class versions can be retrieved (see
[13, 14, 15]) .

Another approach assumes that an update of a compo-
nent will fail sooner or later. This was the starting point of
the authors of the HERCULES framework ([16]) and the
SIMPLEX architecture ([17]). Both frameworks allow for
different versions of a component to coexist in order to en-
hance reliability.

Different surveys on the area of dynamic updates exist.
Good but slightly outdated surveys can be found in [6, 18].
More recently, Hicks discussed related work in the field of
Dynamic Updating in [8].

3 Common problems with dynamic
updating

In this section, common problems in existing systems for
dynamic updating are discussed. The characteristics of
dynamic update systems can be classified in one of four
categories. For each of these categories we will examine
whether the problems are relevant for our target systems,
and how existing systems deal with them.
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Amount of work involved

The amount of human interaction required to successfully
complete an update is a very important benchmark for the
success of the system. An update that requires substantial
effort from the application programmer will limit its actual
use. Also, this often tedious and error prone work reduces
the reliability of the updated program. Currently, no system
is fully automatic, but the workload differs considerably be-
tween systems.

When a program unit is updated, the state of the old ver-
sion must somehow be mapped to the new version. This is
one of the most difficult phases in the updating process. Not
all systems can transfer a state, and those who can usually
require the application programmer to provide a function
that maps the internal state of the old version to the new ver-
sion. Fortunately, some systems have tool support for this
task. The skeleton of the dynamic patches in the system
developed by Hicks, for example, is automatically gener-
ated ([8]). JDRUM too, supports the programmer in creating
the conversion routines ([15]). Some systems automatically
map existing variables, but don’t allow initializing data ex-
plicitly in a new version because of safety issues ([12]).

However, the problem that state must somehow be trans-
ferred is intrinsic to dynamic updating and not specific to
embedded development or component-oriented software.

Special Requirements

If the correct functioning of the updating system depends
on extraordinary service of the underlying operating sys-
tem, it is nearly impossible to use that method for dynamic
updating on systems that do not provide these facilities. The
authors of [9] for example, rely on rather advanced features
of the Chorus operating system (e.g. transferring of aport
between processes) that are not available in most other sys-
tems. They provide an object-oriented layer to encapsulate
these facilities. Implementing this layer on systems without
a similar feature, however, is far from trivial.

Other systems require special compiler support ([7]), a
specific runtime environment ([10, 12, 14]) or execution
shell ([6, 7]). The methods used in these systems for dy-
namic upgrading can be ported to other systems, but require
a large effort of the designers of the updating system.

When the system is used in a distributed environment,
relying on special features is defective since the required
provisions must be available on all systems. Scalability to
distributed systems is often a problem for updating systems
that interfere with the running program on a very low level.
Furthermore, since it is no longer possible to track down all
calling procedures to modify them, the interfaces of the dif-
ferent versions should remain consistent at all times. Using
interprocedures however, different versions of the interface
should be able to coexist. Systems that use state transfer
as their underlying technology (e.g. [6]) fit well in a dis-
tributed context, since state can be transferred to programs

on other machines.
When selecting an existing updating method to apply

on component-oriented embedded devices, special require-
ments should be avoided as much as possible, since those
features must be made available by the component-system
used. The complexity of the changes that must be applied
to the component system should also be taken into account.

Restrictions in updating

Systems for dynamic updating differ in the nature and the
unit of their update and the moment when this update can be
applied. The unit of updating is usually related to the pro-
gramming paradigm expected by the updating system. For
object-oriented systems, it is often a class while for proce-
dural languages a procedure or function is often the target
of a patch. Although using a fine-grained updating method
on a course grained system is possible, it entails a number
of problems: program-level abstraction is broken and type-
safety may be compromised. Therefore, for a component-
oriented system, it is probably easier (and wiser) to use a
system with relatively large upgrade-units.

Many systems ([6, 7, 12, 14]) forbid updates to active
code. Similarly, modules in Conic can only be updated
when they are not performing any processing. The reason
for this rather conservative behaviour is that determining
appropriate constraints for the timing of an update is unde-
cidable in general3. By not updating active code, ill-timed
updates are prevented. Unfortunately, some correct updates
are ruled out as well. A solution for this problem is to ini-
tiate the change at well-defined points in the application.
These locations can either be found at run-time (for instance
during object creation [11]) or can be hardcoded in the ap-
plication itself ([8, 12]). The system by Hauptmann and
Wasel ([9]) combines both approaches. PODUS supports
delaying updates until certain constraints are met in order
to allow for a simultaneous update of semantically-coupled
procedures.

Often, the application program must be designed with fu-
ture updates in mind. For instance, in some cases it is re-
quired that the user specifies the locations where the update
can take place at design time ([12, 8]). Other systems expect
a specific style4 of programming in order to successfully
update the application (e.g. [11] requires a strict separation
between the interface and the implementation of a class).

Although this is probably not a huge drawback when the
system is designed from scratch, adapting legacy software
for dynamic updating is a substantial effort. Furthermore,
it is desirable that the development of the software product
itself is separated from the preparation of the update (this

3Proven by Gupta in [6].
4Nearly all systems have problems with updating a method while it is

running. Therefore, a certain amount ofgood programming practicesare
often required for a program to be updateable. As Frieder and Segal said in
[18], “Any program can be so badly written that it cannot be dynamically
updated”.
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is the case in [8, 9, 15] for example). When the application
logic and update code are interleaved, the design is harder
to understand and more difficult to maintain.

A final restriction that is sometimes imposed on the
change is the requirement that the interfaces of updated
code do not change. An argument in favor for this deci-
sion (provided by the authors of [11]) is that by allowing an
interface to change between versions, application code will
inevitable become version dependent. This is indeed true,
and may cause problems in distributed environments. How-
ever, we do not consider version-dependence of code to be
a big issue for embedded systems. Modules that depend on
a particular interface may be upgraded along with the unit
they depend upon, or interprocedures can be used to map
the old interface to the new version. Allowing interfaces to
change between versions gives the application programmer
much more flexibility in the updates he wants to perform.

Embedded or Real-Time related problems

A frequently occurring problem with dynamic updating is
that the update itself results in a large memory overhead.
Assuming that the system preserves and transfers the state
of the unit it updates, a best case scenario is to have two ver-
sions of the relevant unit in memory during the update5. Of-
ten, however, much more memory is required to complete
the update. Systems based on state transfer of an applica-
tion require the entire application to be in memory twice
during the update. PODUS has a complete copy of the dif-
ferent versions within each version space. Systems based
on a runtime environment have the disadvantage of the ad-
ditional resource consumption by this environment. How-
ever, this overhead is caused by the decision to use such
a system rather than by the dynamic updating process it-
self, and therefore should not be seen asoverheadcaused
by updating. Some frameworks (e.g. the HERCULES or
SIMPLEX architectures [16, 17]) focus on extreme relia-
bility by using multiple versions combined with an arbiter.
Not only do they require multiple versions to be in mem-
ory at all times, they also execute those different versions
in parallel in order to increase reliability. A consequence
of this design is that they consume much more resources
and they are not likely to be suitable for systems with tight
memory-constraints.

Another very important issue in the context of real-time
systems are timing-constraints.

A popular method for updating objects in an object-
oriented system isupdating on demand. With this method,
objects are updated when they are first referenced. This
technique avoids the need for an extremely time consuming
search to locate old versions in memory. A serious draw-
back of this method is, however, that the duration of deref-
erencing an object is no longer predictable. In JDRUMS for

5In theory, one version would suffice if the unit saves its own state to
disk. None of the systems discussed currently use this technique though.

example, dereferencing an object can lead to the creation
of a new version and a state transfer of the old data of this
object. Hence, this technique is not suited for real-time sys-
tems.

Two alternatives exist. The first is to update all objects
at once. Although time consuming, the update itself can
be scheduled like any other task in the system. A second
alternative was implemented in [11]: although newly cre-
ated objects use the latest version, existing objects are not
updated and are expected to die naturally. Although the sec-
ond method might prevent some useful program restructur-
ings, chances of a quick update are much higher compared
to the first alternative.

4 Applicability to component-
oriented embedded systems

Table 1 presents a schematic overview of different sys-
tems for dynamic updating that are discussed in this pa-
per. Neither CONUS nor HERCULES are systems for
dynamic upgrading in a strict sense, so we did not include
them. However, both the declarative description of an up-
date and the notion ofdirecting nodes to an updateable state
in CONUS (see [10]) are concepts that can be used.

The first four systems use procedures as the unit of their
update, and are as such not directly usable for component-
oriented systems. Nevertheless, many useful concepts were
introduced that can be applied irrespective of the paradigm
used. The concept of interprocedures as it was introduced
in PODUS increases the flexibility of the updates that can
be performed by allowing to change the interface between
versions. Also useful is Hicks’ suggestion that the appli-
cation program should implement an interface by which an
update is initiated. At various points during execution (hard
coded in the application), the application checks a queue of
outstanding updates. By allowing the application program-
mer (and not the updating system itself) to decide when the
update is executed, many problems are avoided.

The replacement system for Chorus by Hauptmann et al.
probably comes closest to the desired solution. Designing
the update is done in a separate step during development,
there is relatively low memory overhead, and in some cases
deterministic behaviour is achieved. Although the features
of Chorus are non-trivial to simulate, they do resemble char-
acteristics of a component system.

If many objects need to be updated (e.g. object-oriented
applications),update on demandis not a good option be-
cause it causes unpredictable durations in method calls.
Both update at onceas don’t update existing objectsare
valid alternatives. The first offers more flexibility, but might
result in longer delays of the update because of scheduling
difficulties.

A final interesting technique is using the component-
system to provide information on running components
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in order to auto-generate conversion code, similar to the
method used in JDRUMS.

5 Conclusion

After an overview of the state-of-the art in dynamic updat-
ing, we discussed the applicability of existing systems to
component-oriented embedded systems. Relevant criteria
are the size of the update unit, the amount of memory re-
quired and the assurance that no unpredictabilities are in-
troduced in the updated system.

None of the systems currently available can be directly
applied for dynamically updating a component-oriented
embedded system. However, many useful techniques can
be taken from existing systems. An overview was given in
table 1. By combining methods of different systems, it will
be possible to build a solution in a relative short period of
time.
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Amount of Work Special Requirements Restrictions Embedded or RT Consid-
erations

Dynamic Type Replace-
ment (Fabry)

Unclear, since no imple-
mentation was provided.
Presumably high, since
all conversion and lock-
ing code is to be written
by the programmer.

Requires capability based
addressing.

Only allows for changes
to abstract data types.

Uses update-on-demand.
Versions may lag behind,
which can result in re-
cursively calling previous
update-code.

Online Software Ver-
sion Change (Gupta)

Rather high. When
functions are added or
deleted, it’s the responsi-
bility of the programmer
to maintain pointers to
functions and keep them
consistent.

Programs must be started
from within replacement-
shell (unless functionality
would be integrated with
the Operating System).

Programs are restricted in
their behaviour (no spe-
cial system calls are al-
lowed). Has problems
with global data. Top-
Down style of program-
ming is required since no
active functions can be
updated.

Two versions of the en-
tire program are in mem-
ory during the update.
Scales well to distributed
environment, but method
is not directly applicable
for component- or object-
oriented systems.

PODUS
(Frieder & Segal)

Moderate. There is no
tool support for writing
mapper functions and in-
terprocedures.

Requires appropriate
changes to compilers and
linkers to correctly inter-
face with the updating
system. Programs must
be started in an update
shell (unless functionality
would be integrated with
the OS).

A Top-Down style of
programming is required
since no active functions
can be updated.

Multiple versions of the
program coexist in the
different version spaces,
which results in a rather
large memory footprint.
Can be used in distributed
environment. Not di-
rectly applicable for non-
procedural systems.

Dynamic Updating
(Hicks)

Rather Low. Tool support
eases the creation of con-
version code.

Programs must be de-
signed with updates in
mind, since the locations
of updates must be hard-
coded in the system.

Does not support changes
to the trusted computing
base. Small modifica-
tions should make this
possible however.

New code is loaded into
the heap while old code
remains on the textseg-
ment. This results in a
larger memory footprint
after an update. Not di-
rectly applicable to non-
procedural systems.

Online replacement
in Chorus
(Hauptmann & Wasel)

Moderate. Tools assist
the programmer in defin-
ing transformer functions
and relevant updating
points in the code.

Uses features of the Cho-
rus OS (e.g. port migra-
tion). Programs must be
process structured.

Interfaces must remain
downward compatible.

Has deterministic timing
behaviour. Modules are
upgraded one at the time,
limiting the memory
overhead.

Dynamic C++ Classes
(Hjálmt́ysson & Gray)

Moderate to low prepar-
ing the update itself.
However, the method
requires a substantial
amount of work when
legacy code is involved.

Applications must be de-
veloped with this update
system in mind, and ad-
here to some coding con-
ventions. Clean sepa-
ration between interface
and implementation of a
class is required.

Each implementation
must have an interface
known to the main
program at compile time.
Static methods may not
be replaced.

Objects of an old class
version are not updated.
Messages sent to anin-
valid class result in load-
ing this class and updat-
ing the internal table.

Dynamic Java Classes
(Malabarba et al.)

Low. No user-directed
state migration is sup-
ported, and thus no map-
per functions must be
written.

A modified Virtual
Machine (the DVM) is
required. Applications
must hardcode update
locations using methods
of the classloader.

No active methods may
be modified. No support
for native code.

Uses update at once
which can be scheduled
in a real-time system.
Lack of native code
support might be prob-
lematic. Performance of
DVM is low compared to
other virtual machines.

JDRUMS

(Andersson & Ritzau)
Moderate. Tool support
exists for mapping be-
tween versions.

Requires JDRUMS, a
modified version of a
Virtual Machine which
has an external interface
to initiate updates.

No modifications to ac-
tive code. Impossible to
reach members of super-
class. Classes with in-
ner classes can not be up-
dated.

Usesupdate on demand,
and duration of a method
call is therefore unpre-
dictable.

Table 1: Systems for Dynamic Updating
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